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Abstract 
 

This research focuses on the intelligent allocation 
of bandwidth to requests in oversubscribed preemptive 
networks such that some measure of collective worth 
associated with the satisfied requests is optimized. A 
class and priority based mechanism is described for 
grouping requests such that all requests belonging to 
a higher class are processed before any request(s) of a 
lower class are considered.  Within each class, 
requests are further assigned different priority levels 
depending on their relative worths. An on-line batch 
scheduling heuristic is designed to determine the 
bandwidth allocations to the requests depending on 
their class, relative worths of their priority levels, and 
the network capacities available for that period. This 
heuristic considers requests of two types: (1) data type 
– requesting a data item of given size with an earliest 
available time and fixed deadline and (2) session type 
– requesting a fixed amount of bandwidth for a given 
interval of time. Simulation experiments demonstrate 
that the heuristic performs well compared to a 
complete sharing policy and to upper bounds. 

 
1. Introduction 
 

This research is part of the Agile Information 
Control Environment (AICE) project [1, 4, 16, 
18], sponsored by DARPA/ITO.  The main goal 
of the AICE program is the development of 
technologies required to manage and control 
information flows in support of the execution of 
applications for military operations in distributed 
computing environments. These environments are 
often overloaded in times of high military 
activity. This research is an effort to develop 
efficient heuristics to allocate the end-to-end 
resources for data transmissions in one possible 
AICE-like scenario.  

In many distributed computing environments, 
both commercial and military, the emphasis of 
data transmission research activities has been 
shifting from providing just interconnectivity 

between various systems to providing a means to 
deliver Quality of Service (QoS). QoS is used to 
signify the collective measure of the level of 
service delivered to the customer. Several basic 
performance parameters can be used to 
characterize QoS, including delay (latency), 
throughput, bandwidth, availability (low 
downtime), jitter, and loss. Bandwidth is one of 
the most important QoS parameters in today’s 
oversubscribed communication networks that are 
used to support distributed computing. Although 
motivated by military needs, this research also 
has commercial applications. The commercial 
concept of price corresponds to priorities of data 
transmissions in military environments, and the 
concept of profitability corresponds to “worth” of 
the data to the military operations. 

Typically, allocation decisions must be made 
dynamically, as requests arrive. This implies that 
decisions regarding current requests have to be 
made without the knowledge of future request 
arrivals. Heuristics that operate in such an 
environment are called on-line heuristics. In this 
context, it is logical to consider “softening” the 
rigidity of a guaranteed bandwidth policy to 
allow preemption of already scheduled requests 
(that are in progress or have not yet begun 
transmission) to accommodate requests that are 
“worth more” to the system by some metric.  This 
research is targeted towards networks that have 
the ability to give bandwidth to connections by 
preempting (i.e., aborting) less valuable 
connections already scheduled.  

An on-line heuristic was designed that 
performs bandwidth allocation in preemptive 
networks in an attempt to maximize the worth of 
the requests satisfied.  Two types of 
communication requests are considered: data 
(where a data item available at a source at a given 
time must arrive at a destination by a given time) 
and sessions (where a given bandwidth is 
requested for a given interval of time). A 



  

mechanism for characterizing the importance of 
requests that is flexible enough to be applicable 
in a wide range of scenarios is also proposed.   
Simulation experiments demonstrate that the 
heuristic performs well compared to a complete 
sharing policy and to upper bounds. While this 
work was developed for expected AICE-like 
military distributed computing environments, it is 
also applicable in oversubscribed preemptive 
commercial networks. 
 
2. System Environment 
2.1 Importance of Requests 

In this work, a request refers to a 
communication need between a given source and 
one or more destinations. In a military setting, 
factors such as the application that needs the data 
(e.g., a program that decides if a missile should 
be fired), geographic location (e.g., in a war 
zone), or the identity of the source and/or 
destination (e.g., a data transmission from a 
general to a battlefield commander) may 
determine the relative values of requests. In 
commercial systems, the notion of value 
associated with a given request is typically 
related to the revenue that will be generated by 
satisfying the request.  

A request is assumed to have both a class and 
a priority level within that class. Class allows 
differentiated treatment of requests, while 
priorities allow relative worths to be assigned to 
requests within a class. All requests that belong 
to a more important class will be attempted to be 
satisfied before any requests belonging to a less 
important class are processed.  Three classes are 
considered here, where class i is more important 
than class j, where i < j, and 1 ≤  i, j ≤ 3. Thus, a 
class j request is considered only after all possible 
class i requests have been satisfied, where i < j. 
Furthermore, when comparing the effectiveness 
of two bandwidth allocation heuristics, initially 
the collective worth of only class 1 requests 
satisfied by each heuristic is considered; only if 
these worths are exactly the same is the 
performance of class 2 requests compared, and 
then similarly for class 3.  

Four priority levels will be considered here, 
where priority level i represents a more important 
request than priority level j (within a given class), 
where i < j, and 1 ≤  i, j ≤  4. The utility or worth 
of a request is calculated as a weighted priority, 
where the weights associated with priority levels 

are determined by the situational mode (e.g., war 
time or peace time). In this research, the weight 
of a priority level i request (i.e., its worth within 
its class) is given by ω4− i, where ω is a weighting 
constant that is fixed at either 2 or 10 in the 
simulation experiments. Thus, within a given 
class, a priority level i request is worth the same 
as ω priority level i+1 requests. This type of 
priority weighting scheme was used in [4, 17, 
18].  

In contrast to the factor of ω difference in 
worth between priority level i and i+1 requests 
within a given class, no number of class i+1 
requests should be allowed to block a single class 
i request (i.e., the value of a class i request can be 
considered to be infinitely more important than a 
class i+1 request). For example, a class 1 data 
request could pertain to firing a missile, while a 
class 2 data request could pertain to ordering food 
supplies.  

In a military environment, determining what 
class, and weighted priority within that class, a 
particular request should have would be done by 
the commanders. In a commercial system, both 
the customer and the network service provider 
could have a role in determining this.  

For this study, requests are considered to be 
of two fundamental types: data type requests and 
session type requests. Data type requests are for 
transmitting a specific data item resident on some 
server (i.e., source) that is a part of the network to 
some destination. Data type requests have an 
earliest time, which may correspond to the time 
that the data may become available at the source, 
latest time or deadline by which the data has to be 
present at the destination, and the maximum 
bandwidth at which the data can be sent. A 
session type request is a request for bandwidth 
between a given source and a given destination 
for a given duration.  

Given such a structure, it is the goal of this 
research is to devise a scheduling heuristic that 
maximizes the sum of the weighted priorities of 
the satisfied requests in the most important class, 
followed by the next most important class, and so 
on, down to the least important class. Recall that 
when comparing two scheduling heuristics, the 
one that results in the higher sum of weighted 
priorities of the satisfied class 1 requests is 
considered to be the better one; if two heuristics 
perform equally for class i, then the class i + 1 



  

performance is considered to determine the better 
heuristic.  

 
2.2   Network Topology 
 

 
 
 
 
 
 
 
 
 
 
 
 
 

 
Fig. 1: Topology of the underlying network model. 

 
As shown in Figure 1, each node in the 

network is associated with one or more 
applications that generate the communication 
requests, both of data and session type (the 
simulation experiments in Section 5 assume 15 
nodes in this network). Each node has a network 
ingress link and a network egress link connecting 
it to the high-speed backbone network for 
sending and receiving network traffic, 
respectively. Once a request has been admitted 
into the backbone network, the source node for 
that request allocates a fixed bandwidth to that 
request on its network ingress link and sends it 
into the network cloud (i.e., the high-capacity 
network backbone). This backbone then routes 
the request to the appropriate destination node, 
which has allocated bandwidth for this request on 
its network egress link.  

The network model is similar to the one 
proposed in [3] and borrows from the current 
structuring of the Internet in which the nodes can 
be assumed to be points-of-presence (PoPs) of the 
major Internet Service Providers (ISPs). These 
ISPs have high bandwidth connections into the 
very high capacity backbone of the Internet and 
are able to provide Internet services to many 
different consumers for many different kinds of 
applications. 

To reduce the level of complexity involved in 
modeling the network, a simplifying assumption 
is made here that the network backbone has 
sufficient bandwidth capacity and speed so that it 

can satisfy all requests entering into it 
simultaneously from the network ingress links of 
all nodes. Thus, it is the network ingress and 
`egress links that are the bottlenecks when the 
system is overloaded, not the backbone network. 

Several different scheduling heuristics have 
been proposed to solve the bandwidth allocation 
problem in multi-class (e.g., [7, 9, 10, 14, 15]) or 
multi-priority (e.g., [4, 12, 13, 19]) settings. 

Any heuristic that attempts to solve the 
scheduling problem outlined in the framework of 
this research has three main areas of 
computational complexity that need to be 
considered. 
1. The problem of selecting the “best” set of 

requests to be satisfied, given that three or 
more of their parameters (e.g., the available 
time, the deadline, the size of requested 
resource, and the priority level associated 
with each request) can vary simultaneously, 
is known to be NP-complete [6, 8]. 

2. The problem of selecting the “best” set of 
requests to preempt to schedule a new request 
is known to be NP-complete [5]. 

3. For data type requests, start and end time and 
bandwidth need to be determined by the 
scheduling heuristic so as to minimize the 
“impact” on session type requests. 

 
3. Proposed Heuristic 
3.1   Overview 

After a scheduling event has been triggered 
for a given batch of requests, the heuristic applies 
three sorting routines to that batch (the 
determination of batch sizes is explained in [11]). 
First, the requests in each batch are sorted 
according to class such that all requests belonging 
to the most important class, class 1, are grouped 
together, followed by all class 2 requests, then all 
class 3 requests. Then, the requests in each class 
are separated into session type requests and data 
type requests, with session type requests 
considered first. Finally, within each class, the 
requests of each type, session and data, are 
further sorted by their worth-per-bit in 
descending order. After the three sorting routines 
have been applied to the requests in a batch, the 
heuristic then begins the actual bandwidth 
allocation process on a request-by-request basis 
in the order in which the sorting routines have 
placed the requests 
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3.2   Session Type Request Scheduling 
Assume a session type request r is being 

scheduled such that: b  r = begin time or start time 
of r, f  r = finish time of r, i   r = ingress link of r, e  r 
= egress link of r, c  r = class of r, 1 ≤ cr ≤ C, (C = 
total number of classes in the system), p  r = 
priority level of r, 1 ≤ pr ≤ Pr, (P  r = total number 
of priority levels in class cr), t  r = type of r 
(session or data), bw  r = bandwidth requested by r. 
Then r can be denoted as: 

r = (br, fr, ir, er, cr, pr, tr (= session), bwr). 
The heuristic first checks the network ingress 

and egress link capacities to determine if there is 
sufficient unutilized bandwidth at both places. If 
so, then the request r gets scheduled and suitable 
entries are made in the allocation lists maintained 
by the ingress and egress links. 

If such capacity is not found, then the 
heuristic builds a list, at both ir and er, of the 
previously scheduled requests that are active 
during the lifetime of request r.  A request k can 
be said to be active during the lifetime of request 
r if bk ≤ fr and fk ≥ br, and the request k has been 
scheduled but not preempted. The heuristic then 
calculates the bandwidths used by all session type 
requests of class < cr in each of these lists at each 
point in time between br and fr. If the maximum 
of this used bandwidth is such that the addition of 
bwr to it causes the link capacity to be exceeded, 
then the request r is dropped from the heuristic 
and put into the unscheduled_requests list. This 
indicates that the bandwidth occupied by the 
session type requests of more important classes is 
so much that r cannot be scheduled without 
releasing some (or all) of this bandwidth. Thus,  r 
is blocked by session type requests of more 
important classes. 

 If the link bandwidth is not exceeded as 
described above, consider the case where the only 
possible way for the request r to be scheduled is 
for a data type request of a more important class 
to be moved. A data type request can be 
repositioned by scheduling it (possibly with a 
smaller time interval and correspondingly higher 
bandwidth) in a time window that does not 
overlap with the duration of the request r.  This 
scheduling can be done either by allocating the 
unused bandwidth in the non-overlapping time 
window or by allowing the data type request to 
cause preemption in that time window. Should 
preemption be needed while repositioning, the 
data type request being repositioned is only 

allowed to preempt requests that are of class > cr.  
This ensures that the heuristic does not preempt 
one or more requests of class ≤ cr to schedule a 
request of class cr.  

The blocking data request(s) occupying the 
maximum bandwidth is considered for 
repositioning.  If such repositioning is possible 
and successful, both at the ingress and egress 
links, then request r may be scheduled using the 
capacity released by repositioning and the ingress 
and egress lists are suitably updated.  If this 
bandwidth is not enough for scheduling r, 
preemption of other requests of class > cr may be 
required to release the remaining needed 
bandwidth. The method for doing this is the same 
as for the case where no data repositioning is 
required (described below). If this repositioning 
process fails, then the request r is dropped from 
the scheduler and added to the 
unscheduled_requests list. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 2: Example of situation when the request r is 
being blocked by requests of class cr. The bandwidth 
occupied by requests of class cr  is shown by diagonal 
bars, by requests of class < cr  is shown by horizontal 
bars., and by  requests of class > cr is not shown. 
 

Now consider the case where r does not 
require the bandwidth occupied by requests of 
more important classes.  The heuristic first 
checks to see if the current request conflicts with 
requests of class cr (the same class as r).  It does 
this by calculating the maximum of the sum of 
the bandwidths of all simultaneously active 
requests of class ≤ cr within the duration of r (see 
Figure 2). Let this bandwidth be bw  le (where le 
stands for less than or equal to). Let the 
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maximum of the sum of the bandwidths of all 
simultaneously active requests of class < cr be 
bw  l (where l stands for less than). If these 
bandwidths are such that: 

bwl  + bwr ≤  link capacity < bwle + bwr 
then the request r is said to be blocked by 
requests of the same class (see Figure 2). This 
implies that for the request r to be scheduled, 
some (or all) of the capacity used by the blocking 
requests of class cr needs to be released. In such a 
case, the heuristic selects preemption candidates 
from the set of conflicting requests of class cr 
active at the (ingress and/or egress) link. 

The preemption candidates are chosen by 
first selecting the conflicting request of class cr 
with the lowest priority, followed by the request 
with the next lowest priority, and so on, until the 
potential bandwidth preempted from all requests 
in the preemption candidates list equals or 
exceeds the needed bandwidth (where the needed 
bandwidth = bwr + bwle − link capacity).  If there 
is more than one request of a given priority level 
to be selected, then the request that occupies 
more bandwidth in the duration of r is selected 
first. This ensures that for the same loss of worth 
of a preempted request, a higher bandwidth is 
released. If the sum of the weighted priorities of 
the requests in the preemption candidates list 
(both at ir and er, not counting any request twice) 
is less than the weighted priority of r, the 
heuristic preempts the candidate requests and 
schedules r. Any of these preempted requests that 
have not begun transmission are added to the 
unscheduled_requests list. If the above condition 
is not met, the request r is dropped and added to 
the unscheduled_requests list. 

A probabilistic preemption policy was also 
considered to allow requests that might 
needlessly get preempted some chance of being 
able to continue in the system. Details regarding 
this preemption probability can be found in [11]. 

The final case in the scheduling of session 
type requests that may arise is that the 
preemption of conflicting requests of classes > cr 
is sufficient to schedule r.  In this case, the 
heuristic selects active requests to preempt, 
starting with requests of the lowest weighted 
priority within the least important class (and 
highest bandwidth if more than one request has 
the same lowest weighted priority in the least 
important class) and adding to this set until the 
bandwidth of the preempted requests is equal to 

or greater than the needed bandwidth. When such 
requests are located, the heuristic schedules r by 
preempting all requests in this list. The 
preempted requests that have not begun 
transmission are added to the 
unscheduled_requests list. 

Should the data type request be 
scheduled successfully in the steps just described 
above, then it represents the most “flexible” 
schedule of the data item. This is because it may 
be possible to reschedule it later, if needed, with 
more bandwidth (and less time).  

Every request scheduled with preemption 
triggers a post-preemption scheduler. This post-
preemption scheduler attempts to allocate any 
excess preempted capacity to requests in the 
unscheduled_requests list.  The post-preemption 
scheduler runs the same scheduling heuristic 
described above on requests in the 
unscheduled_requests list such that each of the 
requests selected for post-preemption scheduling 
has an ingress or egress identical to the ingress 
and/or egress of the request(s) just preempted and 
whose class is greater than cr. The requests are 
kept in the unscheduled_requests list until either 
the deadline expires or the bandwidth needed in 
the time left before the deadline exceeds the link 
bandwidths for data type requests, or the start 
time expires for session type requests.  

 
3.3   Data Type Request Scheduling 

Data type requests differ from session type 
requests in that they do not have fixed start and 
end times except for the condition that their 
transmission start on or after their data available 
time and end on or before their deadlines.  

Consider a data type request r such that being 
scheduled such that: a  r = available time (at the 
source) of the data being requested by r, d  r = 
latest time or deadline for the arrival (at the 
destination) of the data requested by r, size  r = size 
of data item requested by r, and i   r, e  r, c  r, p  r, and t  r 
are defined as in Subsection 3.2.Then r can be 
denoted as: 

r = (ar, dr, ir, er, cr, pr, tr (= data), sizer). 
The heuristic first tries to schedule the 

request r by utilizing the unused bandwidth in the 
network. It tries to achieve this by attempting to 
schedule r in the longest contiguous block of time 
such that sufficient unused bandwidth is available 
both at the ingress and at the egress links.  For the 
transmission to fit in a given unused contiguous 



  

block, the time for the transmission can be 
reduced and the bandwidth increased by a 
corresponding amount (based on sizer). If no such 
time block can be found, then the heuristic 
attempts to schedule the data type request with 
preemption by treating it like a session type 
request with a bandwidth need given by sizer /(dr 
− ar), start time given by ar, and end time given 
by dr.  This corresponds to scheduling it with the 
minimum possible bandwidth. The preemption 
related rules are exactly the same for the data 
type requests as described above for the session 
type requests. The scheduling of the data type 
request with preemption does not, however, cause 
any data repositioning algorithms to be initiated. 
This condition ensures that the heuristic does not 
spend too much time on scheduling a single 
request; future work may include heuristics 
without such a constraint 

Should the data type request be 
scheduled successfully in the steps just described 
above, then it represents the most “flexible” 
schedule of the data item. This is because it may 
be possible to reschedule it later, if needed, with 
more bandwidth (and less time).  

 
4. Performance Comparisons 
4.1   Complete Sharing 

A simple scheduling technique used to 
compare the performance of the heuristic at the 
lower end is based on the complete sharing policy 
[2]. The complete sharing policy attempts to 
satisfy requests on a first-come-first-serve basis, 
as they arrive in the system, solely based on 
available link capacity. As soon as the link 
capacity is exhausted for a given link for a given 
point in time, no further requests asking for 
bandwidth on that link for that time are satisfied. 
The sum of the weighted priorities of the satisfied 
requests for each class gives the performance of 
the complete sharing policy. 

 
4.2   Loose Upper Bound 

Assume that S is the set of all requests to be 
scheduled by the heuristic. The loose upper 
bound is obtained by simply adding the weighted 
priorities of all requests belonging to a given 
class in S. The loose upper bound provides a 
measure of the best performance possible for any 
heuristic (on-line, off-line, exhaustive search, 
random search, etc.) that may operate on that 

particular set of requests. It may be unattainable 
using any schedule due to conflicts for bandwidth 
among the requests. 

 
4.3   Ingress and Egress Upper Bounds 

The ingress upper bound is obtained by 
assuming the best possible allocation of bits for 
every instant that the network is active. Assume 
that S is the set of all requests that need to be 
scheduled. Let t  earliest be the earliest start time (or 
available time), and let t  latest be the latest finish 
time (or deadline), of all the requests in S. The 
network active time, tact, is defined as: 

tact =  (tlatest − tearliest) 
For every node in the network under 

consideration, the ingress link capacities are 
obtained and the maximum allocable bits for each 
ingress link over the length of the network active 
time are calculated. All requests in S are then 
sorted by class, with the most important class 
first, and then by ingress link. The requests 
within each class belonging to a particular ingress 
link are then sorted in a descending order by their 
worth-per-bit values. The requests in this sorted 
batch, taken in the sorted order, are then allocated 
the corresponding bits requested such that the 
sum of all allocated bits equals the maximum 
allocable bits value calculated above. All requests 
that get the bits requested are termed as the 
“satisfied” requests for that particular ingress 
link. Let the sum of the weighted priorities of the 
satisfied class i requests for link j be denoted as 
Σij. Then the ingress upper bound for a class i is 
defined as the sum of Σij for all j (in this work 1 
≤ j ≤ 15). 

  The egress upper bound is calculated in 
exactly the same way as the ingress bound by 
considering the egress links of all requests instead 
of the ingress link. These bounds are in general 
unattainable because they ignore actual start and 
finish times, and they do not align the scheduled 
times for a request at its ingress and egress links. 

 
5. Simulation Experiments  
5.1   Request Parameters  

The requests in the system are assumed to 
have equal probability of being either of data type 
or session type and to be uniformly distributed 
among three classes and four priority levels 
within each class. The requests are assumed to be 
uniformly distributed amongst all 15 nodes. Each 



  

run of the simulation is carried out for a time 
interval corresponding to the time difference 
between the earliest start time or available time of 
a request in the set of requests to be scheduled to 
the 2,000th finish time (or deadline) in the set. 
The arrival of requests is modeled as a Poisson 
process, with two different arrival rates 
corresponding to two different loading levels.  
The loading factor (l.f.) characterizes the concept 
of load on the system and is defined to be a ratio 
of the offered load (sum of bits of all requests) to 
the maximum possible loading of the system. The 
simulations were conducted for arrival rates 
corresponding to loading factors of 0.7 and 1.2 to 
simulate the performance of the heuristic under 
different overloaded conditions.  

The request sizes, durations, and lead times 
(time between its arrival and start (or available) 
times) are specified in Table 1. The probability 
distribution for the session request durations and 
data request sizes is based on the heavy-tailed 
model. While not being a true heavy-tailed 
distribution (as it is being truncated at 120 
minutes), the distribution function of the random 
variable representing the request duration and the 
data file sizes resembles a heavy-tailed 
distribution. Most parameter values chosen in 
these experiments are assumed to be 
representative of a typical AICE like environment 
and are discussed in more detail in [11].           
 
5.2   Versions of the Heuristic Simulated 
        The heuristic described in Section 3 
included the following three operations. 
1.  Sorting operation – sort requests in each batch 

by their worth-per-bit values after grouping 
them together based on class and type, and try 
to schedule them using unutilized bandwidth. 

2.  Preemption operation – use preemption as a 
tool to schedule more important requests that 
arrive later than less important requests 
scheduled earlier. 

3.  Data reposition operation – use the 
repositioning of data type requests to schedule 
session requests that would have to be 
otherwise dropped. 

In the simulation experiments, three different 
versions of the heuristic have been implemented: 
sort with only the sorting routine operational, sort 
+ preempt that utilizes sorting and preemption, 
and full that is the full heuristic (sorting + 
preemption + data reposition). These three 

versions of the heuristic have been simulated for 
two different values of l.f. (0.7 and 1.2) and two 
different values of ω (2 and 10) to provide four 
simulation cases. 
 
5.3   Results of the Simulation Experiments  

The relative performance of the heuristic 
variations, complete sharing, and bounds are 
shown in Figures 3 and 4. The interval bars 
shown for class 1 performance are the 95% 
confidence intervals. Recall that the class 1 
performance determines the better schedule, and 
class i+1 performance is considered only when 
two schedules have the same class i performance.  

A comparison of the class 1 results of Figures 
3 and 4 indicates that greater the loading of the 
system, more is the advantage obtained from an 
intelligent allocation of the bandwidth (i.e., the 
full variation of the heuristic) instead of a 
simplistic one (i.e., the complete sharing policy).  
Specifically, there is a 68% improvement in 
Figure 3 and a 162% improvement in Figure 4 for 
class 1 requests. Thus, it may be argued that 
while a system that is lightly loaded may still 
function reasonably well with a simple 
scheduling heuristic, such as a first-come-first-
serve mechanism, for systems where overload 
periods are a common occurrence, the use of 
intelligent schedulers is important.  

The sorting variation of the heuristic obtains 
more class 1 worth from the system than the 
complete sharing policy. It is a good alternative 
to complete sharing in environments where no 
preemption is allowed. The sorting + preemption 
variation of the heuristic gives better performance 
than the sorting variation and comes very close to 
the ingress and egress upper bounds in terms of 
class 1 performance, especially at light loads. The 
performance of the full heuristic, while not 
varying significantly for class 1 from the 
performance of the sorting + preemption version, 
shows improvement for class 2 and class 3 values 
of the sum of the weighted priorities. 

The data repositioning routines in the full 
version of the heuristic are called in aid of classes 
2 and 3 only, and hence do not affect the 
performance of class 1 significantly.  If the extra 
overhead imposed by the data repositioning 
routines is acceptable, the full heuristic is 
preferable to the sorting + preemption variation. 
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of the heuristic, averaged over 20 simulation runs.  
Note: c.s. = complete sharing, ingress = ingress upper 
bound, egress = egress upper bound, C1 = class 1, C2  
= class 2, and C3 = class 3. 
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Fig. 5: The average number (over 20 simulation runs) 
of class 1 requests of each priority level (1, 2, 3, and 4) 
allocated by the three variations of the heuristic for 
loading factor = 1.2 for ω = 10 and ω = 2. 

 
As indicated from Figure 5 for loading factor 

= 1.2, for each heuristic variation, for ω = 10 the 
number of priority 1 requests accepted is slightly 
higher than the number of priority 1 requests 
accepted in the ω = 2 case. This is what is 
expected as a result of increasing ω. 
Consequently, less lower priority requests are 
accepted in the ω = 10 case as compared to the ω 
= 2 case. When the loading is not heavy as in 
Figure 5, almost all of the class 1 requests of all 
priorities tend to be satisfied and hence an 
increase in satisfied priority 1 requests with 
increased ω is not that evident.   

Table 2 gives the total number of 
preemptions and data repositions generated by 
the sort + preempt and full heuristic variations.  
By the numbers indicated, it is clear that the two 
heuristic variations operate differently. For both 
variations, however, class 2 requests show, on 
average, more preemption than class 3 requests.  
One possible reason for this is that as indicated 
from the performance values in Figures 3 and 4, 
many more class 2 requests are scheduled than 
class 3 requests. Hence, while picking candidates 
for preemption, more class 2 requests may get 
selected, even though class 3 requests are the first 



  

to be picked, simply because more of them are 
scheduled. A more exhaustive set of results and 
related discussion can be found in [11]. 
 
6. Conclusions and Future Work  

 
The problem of on-line bandwidth 

allocation in a preemptive communication 
network has been examined. An on-line batch 
heuristic was proposed to perform scheduling of 
both data and session type requests in preemptive 
networks, where requests have classes and 
priorities.  Three different versions of the 
heuristic, from a simple sorting based one to one 
that used sorting, preemption, and data 
repositioning, were each simulated for four 
different scenarios and their performance 
compared with the upper bounds and the 
complete sharing policy.  
         The simulation results indicate that the 
proposed heuristic out-performs the complete 
sharing policy and, in most cases, approaches the 
ingress and egress upper bounds in terms of class 
1 performance. The full heuristic shows the best 
performance for both class 1 and the less 
important classes, while the sort + preempt 
version (not implementing data repositioning) 
shows comparable class 1 performance, but 
relatively lower class 2 and class 3 performance.  
Hence, depending on the processing overhead 
tolerable in the system, either version could be 
used to maximize class 1 performance. 
          Future work in this area could include 
several possibilities. There are other ways to 
schedule data type requests instead of scheduling 
them with the minimum possible bandwidth. It 
may also be possible to consider a performance 
measure that includes several different factors in 
addition to the worth of the requests, such as 
duration of the request. 

In summary, an on-line batch heuristic 
was designed and evaluated for AICE-like 
military environments involving data and session 
requests with classes and priorities in preemptive 
networks. The heuristic showed very good 
performance relative to complete sharing policy 
and upper bounds.  In the future, this heuristic 
may be adapted for commercial environments, 
where worth is related to revenue. 
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Table 1: Parameter details chosen for simulation experiments. 

parameter minimum maximum distribution mean 

session b/w. 500Kbps 10Mbps uniform 5.25Mbps 

session duration 3 min. 120 min. heavy-tailed 9 min. 

data size 1 MB 100 MB heavy-tailed 3 MB 

data duration 30 sec. 600 sec. uniform 315 sec. 

lead time 2 min. 120 min. uniform 61 min. 

Table 2: Average number (over 20 simulation runs) of preemptions by class for the sort + preempt and full 
versions of the heuristic. 
 

preemptions data repositions 

sort + preempt full full 

 

class1 class2 class3 class1 class2 class3 class1 class2 

l.f. =  1.2 
ω = 10 

81 
 

255 231 109 290 253 58 63 

l.f. =  1.2 
ω  = 2 

57 216 173 88 225 198 59 42 

l.f. =  0.7 
ω  = 10 

9 252 198 15 271 207 43 39 

l.f. =  0.7 
ω  = 2 

4 252 197 9 264 203 37 22 


